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Abstract The growth of large language models (LLMs) has driven artificial intelligence infrastructure toward
clusters comprising tens of thousands of GPUs. As model parameter counts and cluster sizes increase, failures

have become routine, impairing training convergence efficiency and compliance with service level agreements
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(SLAs) for online inference. These challenges are amplified by extensive model states, tightly coupled execution,
and stateful autoregressive generation. Traditional general-purpose fault tolerance mechanisms incur high
recovery overheads, operate at coarse control granularities, and lack awareness of model semantics, limiting their
effectiveness in maintaining system resilience. Drawing on more than 100 papers published at leading
conferences and in journals over the past five years, this survey reviews fault tolerance mechanisms tailored to
LLM workloads. We construct a two-dimensional orthogonal taxonomy combining two workload stages, training
and inference, with three failure categories: fail-stop failures, fail-slow failures, and silent data corruption (SDC).
The resulting six technical domains provide a framework for examining how workload characteristics shape
failure impacts and protection mechanisms. We first analyze the causes, propagation mechanisms, and
consequences of these failures. Fail-stop failures interrupt computation and propagate through communication
dependencies, causing training stalls or inference context loss. Fail-slow failures leave components operational
but degrade performance, extending training iterations through synchronization barriers and increasing inference
tail latency. SDC introduces erroneous computations or corrupted states without notifications. These errors can
spread through gradient aggregation and parameter updates during training, or through autoregressive generation
during inference, compromising convergence and output quality. This analysis connects failure behaviors to
workload-specific reliability requirements. For training, we examine mechanisms that preserve distributed states
and reduce interruption costs, including proactive fault detection and diagnosis, efficient checkpointing, rapid
runtime recovery, and model-aware state reduction. We also review straggler detection, performance prediction,
and adaptive task rescheduling for mitigating fail-slow failures. For SDC, we discuss protection based on
algorithmic properties and lightweight algorithm-based fault tolerance, emphasizing tradeoffs between error
coverage and computational overhead. These techniques address training progress, resource efficiency, and
numerical correctness. For inference, the survey focuses on service continuity, latency, and generation quality.
Mechanisms for fail-stop failures include context migration, streaming backup, and rapid state reconstruction,
particularly key-value cache preservation and recovery. Techniques for fail-slow failures include prefill-decoding
disaggregation, dynamic routing in mixture-of-experts models, and scheduling that accounts for resource
heterogeneity and interference. For SDC, we examine sensitivity-aware selective protection and coordinated
verification at the software and algorithm levels. These mechanisms protect stateful generation while meeting
service latency requirements under constrained resources. Finally, we identify future research directions across
the six domains. Training requires hardware-software co-design for low-overhead state persistence, model-driven
autonomous diagnosis and proactive mitigation, and sensitivity-guided protection against silent errors. Inference
calls for decoupled persistence and migration of key-value caches, adaptive scheduling and elasticity guided by
service objectives, and semantic-aware verifiable inference. These directions emphasize coordinated designs that
account for failure behavior, workload characteristics, and protection costs. By connecting failure propagation
with workload-specific protection and recovery, this survey provides a basis for understanding approaches and

identifying research opportunities in resilient LLM training and inference systems.

Key words large language models; fault tolerance mechanisms; distributed training; online inference; fail-stop
failures; fail-slow failures; silent data corruption
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GV BB A iR, DA DRI B2 3 v i 4
TR E RIS DL VR S HA T RG R

LEEKRE, GPU MR SOR(E T RAEMES T

PO I SRR — 2, Rl TR R i B

RIX 7, HE7n TR LLM AE 556 m ik fe it 5 e

b5 et i LSRR R S AR o

3.1.2 H T R R I R 5

HRT R AT LLM U2k R HIVERERI K T %

HMEPERZIE, 2 EERI N BG4 = o [ o

Wi\ S S R B IR SR E TR, UK

W RIS S W ER 7. BRSO

AR E AW TR R A ) I SR R A

BEE AT, AR SAE A R P
(40 All-Reduce B Bt) 56 BO™# HIEAE R0 . XA

SRS R P Bl B S B A B AN 2 5 R R AR 5

T 3 s K ) B AR R S5 I [RVR 9% o 4, B

GPU [#fa & i@l s s SR A i85 % (NVIDIA

Collective Communications Library, NCCL) [FJFEHf

FHRET BERAZ 5T R, SR RIIGES
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* 1 KESRERG PSS LR EINIGSHERESZ R

G SRR, B R SHIGAES MM (Training) SHRTRAES MMM (Inference)
- INATAIE ECC 4%
- GPU #:2 / WKzh 35t 1. &R E -
B -NVLinkPCle SEBSRI L 97 ok S i o b, ;gﬁ;ﬁ§§$ZM
F—— - A 2. BN TRERRARE TR K zt%xﬁ$;% °
(Fail-stop - b TR R, TR AU e
(pait - R : WRESER, THEFHHT.
B 3. BRI S BRI \ G TR,
R R AR o b 2 BN T o o
W5 S 45| A 2 BER.
-NCCL 1zt
- GPU #Hift 1. ARFERPL 5 F) 25 B s
L MSRAVERE AR L L SREARRRAOTHIELE,
R I . S5 TTFT A1 TPOT $8 45354k
SR T - PCle %5 f4# 2% 2. FEIRBURHIUEHLH : 2. 43 BB o R L
(Fail-slow - EPETUARBLBIRIEI e Rk Sk BELgE 5 5 e T BT
Failres) e e 1 B TRIA 78 5 AR B B 2 i
REiES . 3. BRRSS B
" -CPU IS 3 BELSHIRS SR A, WAL A £ 55 i
R T A AR G, A A BAL e M R L ‘ )
BB 1. IR0 1 W ,
- AL A A e R, ;fggfﬁﬁzgigigw
BREE  EE - g SEBU R B AR ) Eg%ﬁﬁﬁégéﬁ_ﬁﬂ
15 - ST 2 BRRETR SHER TE. A 5 R 5 RS
(SDC) - GPU 17 A B 4 A T e SRR I AR * i o

3. BIUEB S ETFXHE:

3. REARER.

it - WK SOEM

AP SO TR

BBk HAE A I

B 38 F W 3IRSIB8L, - Google ¢ T 58 PUAR 5K & Ab £
FJT (Tensor Processing Unit, TPU) TPUv4 EH 4
BB S AT HR i — P EIE T IX — /i HIYY
0.08%1] TPU HL#%. 0.005%[%) NVLink 2% H.3%%4E 4
Jeo0.04% 1) 06 % A i WL ( Optical  Circuit
Switching, OCS) AW RIMIHE. /R OCS #h
BN, (RS T2 ftlE, Bk
WHEZESHSHAMENZA TPU THE G 118
5 EERRANEIBIFE, AT ™ B IR 4 SR $h 0 % S8
HeAmE R
BRESITFEFRSIR TR 7 B e
X IR0 26 1 ok 32 AR BLAE TF 5 22 R IR B PR R
W SRS WRE 1) B I R AR AN R . — 7T
e R PR S P S B T M E I RE . LA
FLAOR B, A L) 30% MR B STV L AE R %
W, AHBEIEAA SR AR 5 535 A O EF X
LLM RN — 5o AT IR S 7 3 Pl e (1 BE VR
WA FREE——2 40% 15 1 R AE AL TH #E
10%[¥] GPU B2, TAX &5 7% 0K IS AT 5 HE HUH
VRNV ANV HE T8 60% M55, H— T, sk
JE PRSI E I — D IR 78t BTk

FPEORBIINGR LR SCEROE, ARG BT
AEFERTHONET, XM &) (1 B TR] BRAS 72 BRI T
B SR (A LG (Effective Training Time Ratio,
ETTR), HAHIZI RGN R4 T ) R S 200
[43]

WERISSHTH “XWEH G ”: £ LLM KM
B~ Rgusdeminsg wis= ROk S
R R 5 A7 A P2 DR R R0 I A pk AR . — 5T,
W3k EL A AR K AT AR . ERAR K 2 B i B 2
ERTEAENL S ST IR AT 30, {5 50% 3 B Ak 18
Fe S AT I MR A AR IR BT Y B b,
VI FERT 1389 2P LU LA Re bl RGHIR, HIES
BT Wb R BT R B IC RO, A —J7 T, i)
B 2 26 JE AR RS W 72 LR S R 9 1 %
OIS, HeT 428 AR G LLM UIIZR ARG S 4111
SHIE TR B, RS WRER SE 347 /)
i, H 89.9%I1 %M i FEMI N Lo &Il g H &
X B RS H A R w7 (kT H
B B EGE LWJTE) 1 LLM e FHEER
KA BEREIR, 54.8%Mik kR HEACHE B/
PIRG MR R, H 16.3%% 5% H £ 8 T =
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FE, BEEEY TR R R R
Wo X—IRIER: Br—M LLM &8 RAEANH
FAVEBATI BT A, BEHRAEEN LLM I 2 RHE
1 H s iz rae /1, DL 35 46 5 218 B[R]
(Mean Time To Repair, MTTR).
3.1.3 v b A o S S

FR T YRR G LM HEZE 2R G e (1Y) 52 e 3 22
RIS P, RS E RS Bk 51K 0
B, BRI R

k%5 mT P T PR R 3 BEE R IR S5 A
AR E SN . A BT AR A LA i a4
TR, HIEBRIEAT N B SEAR X B0, E
FCE AR (IBRAEHCE, & 39.4%) s db 2t
S AR IR AR R, fEIEK
P EG R ESNEA DR SHE Vs s L g
(Instance Preemption) U2 pl A — i &40 KT “ 32
B IR s IR0 S A S B e S )
RS540 SIS, RSS20k, XM ARTIII A %
Vs [ S T M £ B I 55 FR) IR 55 S5 G WS B

EFIOREZR: PR S8R LR
I BE ZZAF AN ZIR A X MRA IR T LLM
HEFE “H R AR AR . T HER S AR
FEREARAST SE IS I RV E R PIRES . B I HERE &
Gt b Sk = AR P PR AR 2 L], AR AT R
BAFHHE TR SR AT AR BUE SR “ANHT
PR IR0 . RGETIEAE MR R EHERE TR,
T A6 2500 38 (A1 3R EYHERY By, X AR Ak = rh[APIR
VKT RE I HIMETIIE, (LA HERE IR 55 7 TH 0 e iy
R Z AL G IR IR S )5

RREHSREERITH. £ MY
T, WPEKE AR R AR E S, AR &
PR E AR . H G, (R TR /MRS 7 B 2
) ) B R A RA AN B TR il
RR A2 FEUR N “ BRI 51K RIS,
T 90 775 B0 35 UGBS e BB AT T B AR
I FIAE 78, g Rl 38 v ZE 3R (1) J81 Z4 4} 50 5 ek B 40
SO0, FLYR, A T 1) AT 4 o S0 A A P 3 5
Hh, BRI SEA [N Sk Z RS SRR, 2 T3
KRR S O R ES KRR, KE
()« A B AR PR M B IS T K B R SOIRSS IR
FEER Lo
3.2 IRFFEIERE

5 B AE R W AR AN R, R R R R
AT ThRE M A E PR RE SR T HUY,  BIEH Pt

“IZHT 7 (Straggler) B¢ “IKH[%E” (Gray Failure)
(4TIABIA9NS0T - by A Wl o 5L A 0 v ) B P, AN
DLIEE st fi 5 R oA v A A B, ELAE A3 A U
ARG RE . AAT, 7E LLM A [R2P fFF47 1
FET, R s RN BB N
RS, FEERNENINE. HEE
H A, AR 2 B 2o A8 i 2 5 A SEBR SF HR
CanvH- SR BB AS AR ) & AR Ze 1 B0 B B 2 R

REVR R FE, &4 IR HE A Al

PEREILALEL R G BT i) . SR, 72 RIS S AR

YN Sl e =A% b & [F) 20 AT A R S 7R 2R e 2

A 2R 5 SR BT, X R 1 BB A 2 1R

RO, 51 K BRI ZEH S E 3 E0A R RS

T SRR R, RGNS U “RET 5 YR

SR JuWs, AT A R R R

PP SEPERRAR . AT R B AR (s

T BEEGHED,  IHo3 b HOT v 2 s Y SRR R

PRAEIR 18 A R B4 2

3.2.1 BT e e A SRR AN A 5 B

IR R S R B 2R R %, R R 2 1 3

LR THE . Mg B SE4EE . BT KM

15N T8 Re AR B A B I 5 Wi B e A A, LB

PASRIE AT PR DY 2K

« GPU ARSI RRIMERERIL: B, FrHE
2, AT BN SR 45 Y, GPU #4T5
L R PRI R 3t v i i P st A2 0 P oo s £ 4D
FE FEOCHUBL AR BRIB A 1 B N U B
N, BARKRAEBTR BN SRR S L
0.5%7152), (HAEFR A ilE s s, Il & b
ik 58.5%053, MR 1 EH MRS A .

s MBREVMERE: FUEkshTAE R R
B 7 H MR A B H B 51k 2R
B Z R E . B HAIE EREE TR, 18.3% IR
Tiir B o B R T R R 3

« PCle WRMEE: BHdRERH, 9.5%MEH Y
Wik PCle #5245 in) #3253, 1M Minder®3
Ft— PR T HERGEm: 2 FEHLR PCle
HERR PSR DB BN EREET 1 GPU R
PERE.

o WEARTUAPIHBIBIYER . %K SuperBenchl!lf5
HH A i R o P R AR R T R AR T R A A
Jits) 2 R HIBE A TR LA (40 GPU i 5L
TCILAR BAPATEMLST . MEEER TURICE S,
XL S AT R TUAR B, X HAK



10 i B

20724F

HE b i R P RRAE N TR e AR ki), Im

A] B an IR CREREG, 5 AOHE DASE I 1t FE IR

o

FERAFER, B R EE T RIS S

BATIN RGN AER E AT N

o MIIHE: EZH P ILEER T, U MIGIE
KA 2 BERR N, AR E BN AT (Remote
Direct Memory Access, RDMA ) [ 4% /(1) 4/ %€ 18
SR T e ik A S AL o o B B B ) ST IE e
BN, SR 40% M KR I S Kk, B EE
L[] Kk 24 4312,

« CPU BHFH: HIZMES S5 CPU REIN)E
GRS ILER, CPU i< W EHH| GPU %
AbFES (Streaming Multiprocessor, SMD [ H
02, TX 4 R A1 DRLE AT 551 3K S 3L
A FUAE FRETT, 30 BT RO A BT
IR TE G N BRI R A SR B 0y S AN 1)
1, WA K G B o A 2 Bt N e A
7505, 51 & CPU FiALEE K B 28R .

o BT & AW E AT (a
Python 357 3% [ASCHL I £E A [R]2E R (8] £ 57 45 ik )
XA/ R R 3B AE BT A 1) [F] 20 1 4 v g
E Y O &2 S5 AT E ATINI[EZ N G5 1K 7 SR

3.2.2 AR AL RS VI R

IRV LLM Y12k R p)ep s 3 2
CORMRRN” f53, BEIEGIBEREINESER

R BENM IR )8, AHECT S ) v b A s

IR A Bl i B, AR AR AR 11

OUNFRER I RS RE, 18 BB K BB BT IRTR

o HHEARBIANLIS S BA a5 B 4o

AL [F] 25 B R s 18y 71 e RO i 2R

T FFATHREE T I REIEHLE] . £ET 72 K F 8 IF

ITER G AT, 2R RIE MR T S

[F0 ek . 32 “RMARON” Hil2), B iR a Al

BAERAE D R RIS AL REUA IEET

RWE SR E, BERKIIZIE R A

[s6]

FEIR BRI EAH]: PipeMorphl &AL 7~

T ANTR FEAT SR W A 5 i WA 5 T P 95 2

R AE OB B AT R O U, AR 8 T

GPT-2 JIZEr, X 30ms FIEAE TR BI ] FH0EA

IS )G 8.04 £ BIVEE 2 AHN SR /KL IHAT,

RS2 NS HEm 2.24 508 .. BfRmS, 8

i B B d o DL AL AE R 40 3 5| kg IR
I ONE
o HOBMESI: EEIRIHTET, Ub B iE
{EIEIR ML RG] “HFashfE” (Slackness) HRH
B, Sfilik “ 2 KIEH BN, FIFRR RS
B A BRI T 7= AR GBI GPU 15
I, DT EEIERRET, @ SR 10ms HE 2
20ms, W] FECEARIERAEL LN 400ms 3 &
440ms, FH AN 40ms 584 VR T 2B B
o
 BALPHZE: GPU WAX ML B AT Mt — 2D el 7
MR . 218 NCCL IBEHE & HER—
CUDA it 11 J5 248 2 BASI, Je 4 i A 45 5t 4
WS A S NS F . il 7F 30ms ZEiRIg st
T BASKBH ZE 2508 ] 4 B B AR (] AL 710ms %E
K& 1350ms, PG AL 1.9 F5 11 REBFERT.
REFRBERBERUEX: 59 W2 sS4
b, IR AR R, SRR BRI REAE
AT ALIR P R, IR B M s H ¥k A4 BT
W, At b A b R s e 3 N 7R 8192
ik GPU BIRMUBEUIZEF, AR AN, HEiTiE
RS AR 2R EIA 32.38 /N (294 H B AL
ST K 4.5%) . X — W PEREE S S EIBR TR T
POFE, MR O LR B T R 0 A 2
b, ks TR, IRA AR T 42.5%
IIAT S HH SRR HFE B A IR K R AR AE,
AT 1% ™ IR iy B 5 3 35 T 5 GPU IR 9 ]
() 45%[55), o] B B2 EEL pRp I R AR IE SI, 38 Vs 25 i
FERBUT S5 B P8 e UM T E K T 1.34 £5052,
SR, SR a ORI e P A = o Rl AR VR )
T, 18 naaimd FRPLE] “He R AR
FE, SEOIA T A GPU F F 2 2% 45 b 7] 45
TFE. XA R I PR AR RAF AR RS T A
SERE, SUEES R RN bR (0 GPU
M BRI 2, WERQTHO R, ML
Bf A R 521
3.2.3 Ry A T HHE 3L PR 5 e
IR RS R LM R 2 G o 2 B
i 2] iy LE R (A S RS S 4 H AR 2. T
HEFE 2R G005 3 R FH K 26 4T RIS, AN IR 2844 R 1)
kAL FALH 2 I ZE A RRAE, ] S B
FEE M AR TE T S R IAT4
HETF— GPU HIZHMy, IR Y e 3 2
VIRRE G 5l R “BALPHZE ", THE 4R TIE 7
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RS R RN BUR, — BilEE GPU #4
TR R R, B AR 2 SR B o,
FEERE, XMEKMFEAESWE “ER7
KA 5 GPU JiAbBRAs, aff Atk HRENR
HIRRADAT S5 1 N BRI o IR PP H B B0 U ) 4
N T IESH B R FE T, B0 HE TR
(RS RAe/ i TN - A ae a S D AL CTIEAS

S IR FAERYR: 7R TUE S S S 5
T BB R, WS T SR ] ) 2 A A
TZEERIRE TR ) PR - T AR, A R
TE TR AR A 1 Ui PO 78 S5 PRI A2 4 B
B B P R A T T, B P 2 0 H B A
FIRA CAnf R R ZE . BERS R R0, FUi#
TS PR sk = B T AN “ AR RSP,
X e A 75 SR 7 2 75 UL 7K 26 25 B B TR) 51 R Bk = )
R, T E B v LE B BE P 25 R B 2 IR ME AR,
A BEERA BEM & (Goodput) 23 %,

ﬁﬂﬁm?ﬁﬁ?ﬁ%’g gl

GPUHER
(a) FLE 5K

HR

misrsn o= B (B o |
N
(b) 4B
B 5 3R R o HE R B A R 4R O R
R RF S B bR IR R 5N e )
e SRR MEIR R F EE R RIS
#5 (Serverless ) B R H: A7 50 T, AEAifi 7 8 PR 4 11054)
5 GPU Rah AR i PR 2 G 350 B 2% 451 Aty
FAURES R AR SIE FER ()L 623ms) BY, 78
HEFRTE SRIB RIS, RARFEREARALELS, (F
IR PR R IR B BB 2 BOR, SR IR B
% b, HEahL RS SN H bR R,
3.3 EEAEURIIR

i BR A B A A = Stk e o St L AfE B
B AR — oo 5 T 7 s ) B2 2% o B i AR g
B R IN E REARAEAN R, B BR B HUR RN &
GUERMAARTIREEE S (S i i, SRS
RITEOLS, ELREEH 1 AR A T B 45 RO, iy
M IF AR AR S5 (0 m FHPE BRI RER R, T2 1M
AR SR IR PESE ST . X T LLM 15, 1A
CIEHEIERR T BARAENEJE R VIR B

/IN ) ESUE f 72 T e B AR T BIORE I i ) A 28 e vk
Wl FEMERRRTEL, W] RES R AR A A P B 1)
L) AR S SRR o AR B B B B R TR
AR, M H W 7E RGURSIE B L2 4 1E
RN, AR AURE RN AR o I AR
3.3.1 FREREER IR BRI 73 A o5 L
bt 21 B R AL AR AR o v ) S, R
B PR 1) ZRYE O AEAE 5L 7% 2 4 LU
PRI AL EE SR B4R FR G . STUEEER W, FREREUE
R TR R LLM 3 1 S 40 AU -
Meta? 4z 5 7E Llama-3 JIZRHAME], A 6 ROKHAEH
W B s T E B AR R . Google (1)l IO 5.
JN, FESCHE Gemini Ultra Y2k BIEEEE 0 )T 2%
TPU 4R, HREREE BN I R A R ey 1S 1 Sl
PR — IR MR, K OoBREEE T
TR, uBURE S Y2 A
o BEE B RIRRIR GG . A A BT R ER SRR
Tad IR T E R 2e M i RS0 . 5 5 1B
PR R AN E, BARZ T el mis
TG H RSP M DL IEE e R A R IR o I ek it
{10 R B A AT AN AE Ao 1) v 970 38 2% AR BURE S TR
R A SO, T EUE I8 7 By AR 2
R
o FERBITHITH SR BURME : T 1 N AL T KR
BEARHIAR “Em X7, FET R IR IR A A
2 hniEds (NVDLAD HIBEFEaE 7 1 sk XU
A2 At A SR 2R E L 9.8% K4
JrdEs il i 2 A 5.5% I e S 4R HUA filk A 2%, 3l
TUHR T TRIA 2 68.5%F1 44.3% [ B AMIZRER 5 .
KR, 2 S m AL I EURE R R
G, SR SR R T R
o BEFZARNL S BEER - ML S KIS
112 5 R BRBICHR 401 A 1) B S () 4 B[R] 3R 1600,
XML T B B R A A BRI
BENEAE SN B W& E,
I3 R I H A e A T BRI AN L R B
PR RS . IX M A0 5] RS A R ALY LA
M, PSR E A S B IS e A
A Z T, FREREER IRy “FRBRTE
EHL” (Silent Semantic Violations), E[ R&7E A il
RAFAT R AR E S (RIS EHRE 1)
RET, B e 7 FA R R, RE H
AUEEA X LLM 3 R BRI 40 DR A s ) B
WL, (H3CH¥ LLM YIRS HERE IR 2 20 A Ui
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Bt (4 HDFSI®), ZooKeeper!®, Kafkal®!) [F]F

THI I 7™ 08 PR R T R R (20, HL b 28 XU A &

] EAA S LLM R%1. BT R A = 5 s

UERIF T A I SR A — R OB RR A (02).

- WA SEAEEHE: KERRNERERESE
PRBE ke e B b 7 B ETA 39%, HH A 45% 4
9y “PHMWTER” Bl “PEEL.

- REBERMBES: 5REMTHERZESRIEPE

EEORAF,  88% I A E BRI IR TR =
EI’J%XEE?H@%KE Can gy A PP RS L e
B, AT AE DU A B o o .

s BHEBEERSKOE R : G254
AR I PR E (T YR RS 2
3% EREE A B R . RIS, 68% 1) id
FUAT MBI 2 R G E A AIHRIEE ) “ BEA
i X7 (Old Semantics), MIIEFMFME, X R
R G5 EA C Th e B A R RE R IR AL TR 2
.

3.3.2 HREREEE AT I 251 52 0]

FRER AR IR LLM IR R 0 Bz A%

SN, HAZ O EEAE T XU G B B AR

XA ARCIRAS A TR, DL A F H A B %) A0 v i

RG22, 585l (REUESE

Z% k) BRI R (SEHFLE IR BAAN

7, BRI A AE A A A AT AT B RS 5
(UndE% NaN 8555 K Inf FF D AR, @it

AR AR T B I A8 RSB R 22 o S B 10 B

W42 FEER LR SE G 2T H, Bl

FEITHOT BN ZRRAT W AR, 36 JsE DAt B 1Y) 4

JTS AT AR . BARGIBT W

YISRNE BRI BR ARl B BR AR B X A 2 3|

R AE T HA AN SR 2 AR R I . RE

22 BA — 8 AR ERE /T, (HORBE T AR R BR AL

PEAR IR 2 B BURAENE 5 RS
Wﬁﬁ%%kﬁ‘%&%ﬁ%%%%ﬁfﬁiﬁ
OB EEIRIERTIE), SRS HOEHHITT

ﬂﬁ,%ﬁﬁﬂw%ﬁﬁﬁﬂﬁﬂ%%ﬁﬁ%,
PN S RN e C e €N ST AP R

- REEB: EIZ00K% th e R i R WL+
W REMENBE A R O A WS . X R
“ERERNERS 7 2 S BUR AR TR S T
FRIHERR R SRR B, 2R 58 S R0,

o REAIFIFRISURE: IR R S BEREHUE
TR UKL, BN, AR B LR B

W o FECE AL (Top-1) TS SRR A KA, X
PN I IS 2 8 152 2 DL BRI IR v J2 18 ) IR
e

ERREFRERELPE: HRIERT S
FE ARG ) 2 RS — B . fE8dE
I AT BRI AT BT iﬁﬁﬁim#%%m
(MZHEFITESH R 2EBIEGEER T
(All-Reduce) Ry #y, BG4 R A 24
0o i T R A IR oA 2 e 201 Hog Rt
ik, A PR ALIRES R 2 72 RGO A IS O T
Bedr A4k, NI TR 2 i N A S 15 4 (RJI
“RA SRR O, XERE, MESEESER
A B SR E RS, N2 ORI S4, FEU
G110 [ R K R MG S o IR A I R AT 55 6 20
B B f FOIRAS, B T IEAE E LR R R
W, BRI IR

R VAR &2« B ERAIHE O DR A s B
WPE SR, SOl IR SR “ HiSikZL Bug”
M, DAZASIR A9, I ZRAS FE AT RefE MR K
AT IRER G A TG 20 &S, Seh o4
T B AR RIS e AL, e DA RLAR R . ik —
R AT R B0, AR g i 2 T VA A AR
(Algorithm-Based Fault Tolerance, ABFT) HLiil|{E
IS (G BF16) IR MAEERINE X, Hihsk
AR FNT A B RIE 2 R B (s
I3 R A R AR, T H AR AR A E
ER) o X AR 1 0 2R LA 758 T R0 ) 4
AHE G T B LR, oRHEK 188
8]
3.3.3 FREREEE BN HEEL R

FEHERRR B, i BR A E 400K IR UM AZ O T
AT DA SUR DR o 5 S A A T R e s A
FEEIR AR AR AL (R IE R S P SR AN ], R ER A
PR IABIN RS T R R, T B
Toh A RSP T R A2 S PR —— R Y A By R AU E
(R SRS, HG P B R BT SN A R AE ™ E I R
o BT UAWIT, HAHERAE S 0 B AR AL
TGN LU =AM

A RRUR BRI B A FEREE 0180 A i
PN BRARE o S AL R N A 1 R ik 5 R T 3
FHIE . IR 7 5k 26 S o R 2 B Ak
%ﬁ(mﬂﬂ FEHRES. WEE) 5RZE0
TR R CAn SRR U . 1B HRIE ) 26T, 5
IERFAE02R ], R LLM K& — @& fEsktk, |
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FiE MERBRENR (DB 2R B BB 1, B30 e A
FH BBt CBIamRs “ RS R “RBOR, it
™ B TR SCHL . TR B4 215 P 2 T A i e il
NI AR LR PERRAELST: RS s B £ b g
A EERRRIRE, R Dok “MIERn 7, S B AY
HEHRE BN 82% IR 2 0%, i AR A & 4T
5
FEEREMBURMEZE R AS[FIHEERAT 25 X iR
AR U R BB R . R
BRI, A TS AERCT A5 A5 Can
ZUUER) RIS IMESETE. X2l TAERR
A A R, BN G ) e 22 2 BB A 820 1) S
FEREFERE TR s e ol 75 B 2 4 B S i 08 A
E55H, PR EAER (RS- 8ED
AL FEERAERIMERE . M2 T, 52KE
16 B AT 45 3 B e 2 2 I AR 3 — AL TR
18 (Logits) HEFF, Softmax Z5dFZM 5 T-REMS IR {1t
—E B SRR AR Y, IIAE— B F2RE Ll TR
EEUERIUNEEN « ST, 1% BE MO H AL X
B P A SR N, ek B RIEUE R 2Z 0T g
RO BAE, 300 225000,
BEXERE LT X E: AR S
WERIRAS K AW, dEim 5] & T S8 Rtk
2o B R LI R AL TR IR R o AT e R,
0. K5 VR FRE RS BESCREE
FIRLE AT, AR A At T T e SR B R )
FRER . HE— Bt e se R BT, ATt
SHIT AR FRIT I B SR, N R SR B SR
TR 59 it . B R 1 B LR B A 2 i
B eV s T B B B OCREAT B e, TR B IR A %
TEHUBOE — 80k o 2 FE AR X L8 52 30 R 2 A7
IRSHATARADNS, BB 2= R SUER 7, R4
BRI SCARTE B VL EARSRIEI, HiZ4E FES ERC
SEARIBLAT, XX R R P2 W JE M S R
5 F Bl K R B

4 NGRS

BT 3 EMENHES R, AR RS
T I RE B R BRI &R e 5, SRR E
T PP TR R, T e AR AR R BRUEUT
R BB SERI R S LB 2 Wk il i 2
JRRBTI R 2R (41 )5 Hk, T AR IR
IR, 20 TrEREEMR M BRI b 22 ik 5

W, 5 7ETH B R () R R IR R0 (4.2 1)
Ba, BETRARENBREFERE, ©AEE
PJEEG A, DU R ST R R
PIEEIERME (4.3 79, K2 KRGEL T XA
ok, RN TE. SRS ERSR, B
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Background

Large Language Models (LLMs), such as Llama-3 and
GPT-4, have evolved from standalone algorithms into complex
distributed systems running on massive heterogeneous clusters.
In hyper-scale clusters, failures have shifted from rare
anomalies to operational norms. These failures manifest in
three forms: fail-stop failures, causing crashes that force costly
rollbacks, fail-slow failures, where degradation creates
“stragglers” violating Service Level Agreements (SLAs), and
Silent Data Corruption (SDC), where undetected errors
compromise training convergence or inference logic without
triggering alarms.

Traditional fault tolerance mechanisms are ill-suited for
LLM workloads. First, the massive state scale renders
coarse-grained  checkpointing  prohibitively ~ expensive,
necessitating fine-grained in-memory management. Second,
complex computation architectures amplify the impact of local
degradation, requiring performance-aware scheduling. Finally,
the stealthy nature of SDCs demands shifting from
system-level exception handling to algorithm-level quality
assurance.

Existing surveys primarily focus on model evolution or
system performance optimization, such as evaluation metrics,
interpretability, and efficient inference. Within the scope of
fault tolerance, prior work [14] targets general Deep Neural

Network training but fails to consider LLM-specific workloads
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and different failure types. Thus, current literature prioritizes
efficiency while largely overlooking the system reliability
threats inherent to hyperscale clusters.

To bring this gap, this survey proposes a comprehensive
taxonomy of fault tolerance for LLM systems, categorizing
studies by workload phase (Training and Inference) and failure
types (fail-stop failures, fail-slow failures, and SDC). We
systematically review fault tolerance mechanisms and outline
the necessary paradigm shift for reliability in the LLM era.
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efficient systems for LLM training and inference. Our recent
work includes wdCP (CF’2026), which uses windowed
incremental checkpointing to reduce checkpoint overhead and
bound recovery cost. SemanticKV (CSCWD’2026) reduces KV
cache memory usage for long-prompt inference, while
HyperGen (APSys’2025) enables long-prompt inference under
limited GPU memory. Within this broader research effort, the
present survey organizes failure modes and fault tolerance

mechanisms across training and inference, clarifies the
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tradeoffs among runtime overhead, recovery cost, and output for designing and evaluating mechanisms that improve LLM

correctness, and identifies open challenges. It provides a basis system reliability with manageable resource costs.



